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A	  mo2va2ng	  example	  

Cloud	  
storage	  

User	  A	  

User	  B	  

“myFile”,	  010101…	   User	   Filename	   Contents	  

A	   myFile	   010101…	  

B	   theFile	   010101…	  

“theFile”,	  010101…	  

Dropbox	  saves	  on	  storage	  
by	  storing	  (logically)	  only	  	  
one	  copy	  of	  file	  contents	  



A	  mo2va2ng	  example	  

Cloud	  
storage	  

User	  A	  

User	  B	  

“myFile”,	  010101…	  

Dropbox	  saves	  on	  storage	  
by	  storing	  (logically)	  only	  	  
one	  copy	  of	  file	  contents	  

User	   Filename	   Contents	  

A	  
B	  

myFile	  
theFile	  

010101…	  

“theFile”,	  010101…	  

Deduplica2on	  	  
Find	  duplicate	  files	  and	  remove	  redundant	  copies	  

[Meyer,	  Bolosky	  2011]	   	  ~50%	  	  space	  saved	  





Dedup	  doesn’t	  work	  with	  
conven2onal	  client-‐side	  encryp2on	  

User	  A	  

User	  B	  

Cloud	  
storage	  

“myFile”,	  M	  

“theFile”,	  M	  

Only	  stores	  
one	  copy	  	  
of	  M	  



Dedup	  doesn’t	  work	  with	  
conven2onal	  client-‐side	  encryp2on	  

User	  A	  

User	  B	  

“myFile”,	  CA	  

“theFile”,	  CB	  

CA	  	  	  	  	  	  	  E(KA,	  M	  )	  

CB	  	  	  	  	  	  	  E(KB,	  M	  )	  

Cloud	  
storage	  

Must	  store	  
both	  

CA	  and	  CB	  

CA	  and	  CB	  are	  indis2nguishable	  from	  independent,	  random	  bit	  strings	  

$←

$←

E	  is	  a	  conven2onal,	  possibly	  randomized	  encryp2on	  algorithm	  



Christopher	  Soghoian,	  	  
h]p://paranoia.dubfire.net/2011/04/how-‐dropbox-‐sacrifices-‐user-‐privacy-‐for.html	  

Dropbox	  does	  server-‐side	  encryp2on	  with	  keys	  they	  
retain	  

Companies	  must	  encrypt	  data	  before	  storing	  it	  or	  
backing	  it	  up,	  preven2ng	  deduplica2on	  

A	  big,	  expensive	  problem	  



Can	  we	  build	  secure,	  client-‐side	  	  
encryp2on	  mechanisms	  that	  

support	  deduplica2on?	  



(Distributed)	  storage	  literature:	  
[Ba]en	  et	  al.	  `01]	  
[Douceur	  et	  al.	  `02]	  	  	  
[Cox	  et	  al.	  `02]	  
[Cooley	  et	  al.	  `04]	  
[Killijian	  et	  al.	  `06]	  
[Wilcox-‐O’Hearn,	  Warner	  `08]	  
[Storer	  et	  al.	  `08]	  
…	  (many	  more)	  

What’s	  been	  done	  here?	  

Systems:	  
Flud	  
TahoeFS	  
Cipher2te	  
GNUnet	  
	  
Companies:	  
bitcasa	  

Convergent	  	  
encryp2on	  (CE):	  
Encrypt	  M	  	  
under	  H(M)	  

Crypto	  literature:	  

(this	  space	  inten2onally	  lei	  blank)	  



Enc(K,M)	  

Dec(K,C)	  KeyGen(M)	  

We	  formalize	  a	  new	  cryptographic	  primi2ve:	  	  
Message-‐Locked	  Encryp2on	  (MLE)	  

M	  

•  Param	  generates	  a	  public	  system-‐wide	  parameter	  P	  
	  	  	  	  	  given	  to	  all	  algorithms	  	  (not	  shown	  for	  brevity)	  
•  Param,	  Keygen,	  Encrypt	  may	  be	  randomized	  
•  TagGen,	  Dec	  are	  determinis2c	  

T	  

K	  

TagGen(C)	  

M	  

C	  

The	  big	  idea	  (from	  CE):	  	  
message	  is	  “shared	  secret	  key	  material”	  used	  to	  derive	  keys	  



User	  A	  

User	  B	  

KA	  	  	  	  	  	  	  	  KeyGen(M)	  
CA	  	  	  	  	  	  	  	  Enc(KA,M)	  

KB	  	  	  	  	  	  	  	  Keygen(M)	  
CB	  	  	  	  	  	  	  	  Enc(KB,M)	  

“myFile”,	  	  CA	  

“theFile”,	  CB	  

Using	  MLE	  with	  deduped	  storage	  

T	  	  	  	  	  	  	  TagGen(CA)	  
T’	  	  	  	  	  	  TagGen(CB)	  
If	  	  T	  =	  T’	  	  then	  	  
	  	  	  	  	  store	  	  CA	  
else	  
	  	  	  	  	  store	  	  CA	  ,	  CB	  

Storage	  server:	  

$←
$←

$←
$←

←
←

User	  B	  

Get	  “theFile”	  

CA	  
M	  	  	  	  	  	  	  Dec(KB,CA)	  

$←

KA	  ,	  KB	  	  	  	  can	  be	  encrypted	  and	  stored	  using	  conven2onal	  scheme	  



Important	  func2onality	  proper2es	  required:	  
	  
Non-‐triviality:	  	  	  |K|	  <<	  |M|	  	  	   	  	  
	  
Tag	  correctness:	  	  	  	  T	  =	  T’	  	  for	  ciphertexts	  for	  same	  message	  M	  
	  
Efficient	  search:	  	  	  	  O(log	  d)	  search	  for	  duplicate	  over	  d	  ciphertexts	  
	  
Decryp7on	  correctness:	  	  	  any	  key	  works	  for	  any	  ciphertext	  (same	  M)	  

Using	  MLE	  with	  deduped	  storage	  

(see	  paper	  for	  formal	  details)	  



Enc(K,M):	  
C	  	  	  	  	  E(K,M)	  
ret	  C	  

Dec(K,C):	  
M	  	  	  	  	  	  D(K,C)	  
ret	  M	  

KeyGen(M):	  
ret	  K	  	  	  	  	  	  H(M)	  

Convergent	  encryp2on	   [Douceur	  et	  al.	  2002]	  
[Peq]	  `96]	  [Clarke	  et	  al.	  `00]	  
[Wilcox-‐O'Hearn	  `00]	  

TagGen(C):	  
Ret	  H(C)	  

M	  

M	  

T	  ←

←← K	  

Determinis2cally	  encrypt	  M	  under	  cryptographic	  hash	  H(M)	  	  	  

Non-‐triviality:	  	  |K|	  =	  128	  bits	  while	  M	  can	  be	  arbitrary	  length	  

CE	  as	  an	  MLE	  scheme:	  

E	  is	  determinis2c	  symmetric	  scheme	  E	  (decryp2on	  via	  D)	  
	  (e.g.,	  CTR-‐mode	  AES	  with	  constant	  IV)	  



Enc(K,M):	  
C	  	  	  	  	  E(K,M)	  
T	  	  	  	  	  H(	  K	  )	  
ret	  C	  	  	  	  T	  

Dec(K,C	  	  	  	  T):	  
M	  	  	  	  	  	  D(K,C)	  
ret	  M	  

KeyGen(M):	  
ret	  K	  	  	  	  	  	  H(M)	  

TagGen(C	  	  	  T):	  
Ret	  T	  

M	  

M	  

T	  
←

←← K	  

←
�

�

�

Hash-‐and-‐CE	  (HCE1)	  scheme	  

In	  paper	  two	  new	  schemes:	  	  
•  Hash-‐and-‐CE	  2	  with	  tag	  check	  (HCE2)	  	  
•  Randomized	  CE	  (RCE)	  that	  achieves	  single-‐pass	  MLE	  

Why?	  	  	  All	  three	  schemes	  are	  faster	  than	  CE	  

Used	  in	  TahoeFS,	  
elsewhere	  



BruteForce(	  C	  ):	  	  
T	  	  	  	  	  	  TagGen(	  C	  )	  
For	  i	  =	  1	  to	  m	  do	  
	  	  	  	  	  	  	  Ki	  	  	  	  	  	  KeyGen(Mi)	  	  

	  Ci	  	  	  	  	  	  Enc(	  Ki	  ,	  Mi	  )	  
	  Ti	  	  	  	  	  	  	  TagGen(	  Ci	  )	  
	  If	  T	  =	  Ti	  then	  	  
	   	  Return	  Mi	  

Let	  S	  =	  {	  M1	  ,	  …	  ,	  Mm	  }	  be	  known	  set	  of	  possible	  messages	  

Works	  for	  any	  tag-‐correct	  
scheme	  

Let	  C	  	  	  	  	  	  Enc(KeyGen(M_i)	  ,	  M_i)	  for	  random	  i	  and	  give	  adversary	  	  C	  

Runs	  in	  2me	  O(m)	  

Privacy	  for	  MLE	  schemes	  only	  possible	  	  
for	  unpredictable	  messages	  

Message	  privacy:	  the	  bad	  news	  

$←

$←

←

←

$←

Observed	  in	  [Zooko	  `08]	  	  
for	  CE.	  



Message	  privacy:	  the	  good	  news	  

Game	  PRV$-‐CDA	  
b	  	  	  	  	  	  	  	  {0,1}	  
M	  	  	  	  	  	  M 
K	  	  	  	  	  	  	  KeyGen(	  M	  )	  	  	  
C[1]	  	  	  	  	  	  	  Enc(	  K,	  M	  )	  
C[0]	  	  	  	  	  	  	  {0,1}|C[1]|	  	  
b’	  	  	  	  	  	  A(C[b])	  
ret	  (b	  =	  b’)	  

$←
$←
$←

$←
$←

$←

New	  privacy	  defini2ons	  	  	  	  	  PRV-‐CDA	  	  	  	  	  	  PRV$-‐CDA	  
Best	  possible	  subject	  to	  limita2on	  of	  brute-‐force	  a]acks	  	  

Similar	  to	  no2ons	  for	  determinis2c/searchable	  PKE	  	  	  
hedged	  PKE	  	  [BBNRSS’09]	  

Weaker	  PRV-‐CDA	  lei-‐or-‐right	  	  
indis2nguishability	  no2on	  in	  paper	  

[BBO’07,BFOR’08,BFO’08]	  

If	  set	  of	  possible	  messages	  is	  too	  
large,	  no	  a]acker	  can	  dis2nguish	  
between	  ciphertext	  and	  random	  	  
bit	  string	  



Scheme	   KeyGen	  +	  Enc	  +	  
TagGen	  9me*	  

PRV-‐CDA	   PRV$-‐CDA	  

CE	   11.8	  cpb	   Yes	   Yes	  
HCE	   6.6	  cpb	   Yes	   Yes	  
HCE2	   6.6	  cpb	   Yes	   Yes	  
RCE	   6.5	  cpb	   Yes	   Yes	  

In-‐use	  CE	  and	  variant	  HCE	  

2	  new	  schemes	  	  HCE2	  and	  RCE	  

Analysis	  of	  fast	  MLE	  schemes	  

We	  provide	  proofs	  of	  security	  assuming	  hash	  is	  random	  oracle	  (RO)	  

*	  Using	  AES-‐NI	  with	  AES256	  for	  hashing	  
and	  CTR	  mode	  on	  Intel	  Core	  i7-‐970.	  	  
CTR	  mode	  by	  itself	  1.2	  cpb.	  |M|	  =	  4	  KB	  



Duplicate	  faking	  a]acks	  and	  MLE	  integrity	  

User	  A	  

User	  B	  

CA	  	  	  	  	  	  	  	  FakeCtxt(M,M’)	  

KB	  	  	  	  	  	  	  	  Keygen(M)	  
CB	  	  	  	  	  	  	  	  Enc(KB,M)	  

T	  	  	  	  	  	  	  TagGen(C2A)	  
T’	  	  	  	  	  	  TagGen(C2B)	  
If	  	  T	  =	  T’	  	  then	  	  
	  	  	  	  	  store	  	  	  CA	  
else	  
	  	  	  	  	  store	  CA	  ,	  CB	  

Storage	  server:	  
$←

$←
$←

←
←

Service	  stores	  
just	  CA	  User	  B	  

Get	  “theFile”	  

C1A	  
M’	  	  	  	  	  	  	  Dec(KB,CA)	  

$←

3)	  User	  B	  gets	  back	  corrupted	  file	  later!	  

1)	  Adversary	  knows	  M	  to	  be	  uploaded	  by	  B	  

“myFile”,	  CA	  

“theFile”,	  CB	  	  

2)	  Make	  fake	  CA	  s.t.	  T	  =	  T’,	  but	  decrypts	  to	  M’	  !=	  M	  



Duplicate	  faking	  a]acks	  and	  MLE	  integrity	  

FakeCtxt(M,M’):	  
K	  	  	  	  	  	  	  H(M)	  
CA	  	  	  	  	  E(K,M’)	  
T	  	  	  	  	  	  	  H(K)	  
ret	  C	  	  	  	  T	  

Encrypt(K,M):	  
C	  	  	  	  	  	  E(K,M)	  
T	  	  	  	  	  	  H(	  K	  )	  
ret	  C	  	  	  	  T	  

←
←

�

A]ack	  against	  HCE:	  

←
←
←

�

A]ack	  in	  [Storer	  et	  al.	  `08],	  but	  vulnerabili2es	  not	  realized	  

Weaker	  a]ack	  would	  just	  make	  decryp2on	  fail	  

User	  A	  

CA	  	  	  	  	  	  	  	  FakeCtxt(M,M’)	  $← “myFile”,	  CA	   T	  	  	  	  	  	  	  TagGen(C2A)	  
T’	  	  	  	  	  	  TagGen(C2B)	  
If	  	  T	  =	  T’	  	  then	  	  
	  	  	  	  	  store	  	  	  CA	  
else	  
	  	  	  	  	  store	  CA	  ,	  CB	  

Storage	  server:	  

←
←

Service	  stores	  
just	  CA	  



Scheme	   KeyGen	  +	  Enc	  +	  
TagGen	  9me*	  

PRV-‐CDA	   PRV$-‐CDA	   TC	   STC	  

CE	   11.8	  cpb	   Yes	   Yes	   Yes	   Yes	  
HCE	   6.6	  cpb	   Yes	   Yes	   No	   No	  
HCE2	   6.6	  cpb	   Yes	   Yes	   Yes	   No	  
RCE	   6.5	  cpb	   Yes	   Yes	   Yes	   No	  

2	  new	  schemes	  	  HCE2	  and	  RCE	  

Analysis	  of	  fast	  MLE	  schemes	  

Tag	  consistency	  (TC)	  –	  prevent	  replacement,	  but	  not	  failures	  
Strong	  tag	  consistency	  (STC)	  –	  prevent	  both	  

HCE2,	  RCE	  use	  new	  technique,	  guarded	  decryp2on,	  to	  get	  TC	  

In-‐use	  CE	  and	  variant	  HCE	   *	  Using	  AES-‐NI	  with	  AES256	  for	  hashing	  
and	  CTR	  mode	  on	  Intel	  Core	  i7-‐970.	  	  
CTR	  mode	  by	  itself	  1.2	  cpb.	  |M|	  =	  4	  KB	  



Theory:	  	  	  standard	  model	  MLE?	  

Correla2on-‐intractable	  hash	  	  
[Goyal,	  O’Neill,	  Rao	  `11]	  

MLE	  

Determinis2c	  PKE	  
[Bellare,	  Boldyreva,	  O’Neill,	  `07]	  

Sample-‐Extract-‐Encrypt	  	  
Message	  spaces	  with	  high	  entropy	  density	  

1)	  Construc2ons	  assuming	  existence	  of	  other	  primi2ves	  

2)	  Construc2ons	  for	  special	  message	  spaces	  



Crossover	  applied-‐theory	  research	  flavors:	  

Refining	  old	  models	  	  
due	  to	  new	  a]acks	  

New	  theore2cally-‐sound	  	  
prac2cal	  crypto	  

Integra2ng	  known	  
theory	  into	  applica2ons	  

Formal	  security	  	  
analyses	  of	  
deployed	  systems	  

Figuring	  out	  what	  
people	  have	  been	  
trying	  to	  do	  

SA-‐MLE	  &	  
DupLESS	  

MLE	  

A	  quick	  digression	  

What	  I	  talked	  
about	  last	  

year	  

MLE	  MLE	  



Crypto	  literature	  can	  lag	  behind	  innova2ons	  happening	  in	  	  
other	  academic	  communi2es	  or	  (gasp)	  industry	  

A	  totally	  biased	  corpus	  of	  rela2vely	  recent	  examples:	  
Topic	  /	  1st	  paper	   Who	  got	  there	  first	   Lag	  9me	   Results	  of	  ini9al	  crypto	  work	  

Keywrap	  
[RS	  `06]	  

NIST,	  IEEE	  S/MIME	   ~9	  years	   Standardized	  scheme	  &	  security	  
defs	  used	  more	  broadly	  

Determinis2c	  PKE	  
[BBO	  `07]	  

Database	  community,	  
industry	  (?)	  

~5	  years	   New	  schemes,	  new	  defini2ons	  
used	  widely,	  open	  problems	  and	  
many	  follow-‐up	  papers	  

Format-‐preserving	  
encryp2on	  [BRRS	  `09]	  

NBS,	  	  
Security	  community,	  	  
Industry	  

~	  28	  years	  
	  

Widely-‐deployed	  standard,	  
swathe	  of	  theory	  papers,	  
applica2ons	  in	  stegonagraphy	  

HSM-‐friendly	  AE	  	  	  
[BFSW	  `12]	  

Industry	   ~	  1	  year	   Analyze	  scheme	  made	  public	  at	  
last	  year’s	  mee2ng	  

Message-‐locked	  
encryp2on	  [BKR	  `12]	  

Distributed	  systems,	  
Industry	  

~	  11	  years	   Formaliza2ons,	  new	  schemes,	  
new	  seqngs,	  more?	  

A	  quick	  digression	  



MLE	  leaks	  nothing	  about	  messages…	  

if	  messages	  are	  unpredictable	  

A]acker	  recovers	  M	  given	  Enc(Keygen(M),M)	  	  
in	  2me	  O(m)	  when	  m	  is	  #	  of	  possible	  messages	  

1)	  In	  some	  cases	  m	  =	  2	  
2)	  Hard	  for	  defenders	  to	  determine	  m!	  



User	  A	  

User	  B	  

“myFile”,	  CA	  

“theFile”,	  CB	  

Cloud	  
storage	  

Now	  brute-‐force	  a]acks	  (provably)	  disappear…	  

One	  idea:	  	  	  users	  share	  secret	  key	  K	  

…un2l	  K	  is	  exposed	  

KA	  	  	  	  	  	  	  	  Keygen(K	  	  	  M)	  
CB	  	  	  	  	  	  	  	  Enc(KA,M)	  

$←
$←
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CB	  	  	  	  	  	  	  	  Enc(KB,M)	  

$←
$←
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User	  +	  storage	   O(m)	  KS	  queries	  
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We	  provide	  formal	  models	  and	  analyses	  

We	  give	  concrete	  scheme	  	  
using	  Oblivious	  PRF	  protocol	  
(RSA-‐based	  blind	  sigs	  	  
[Camenisch	  et	  al.	  `07])	  
for	  KS	  and	  CE	  for	  rest	  
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KA	  	  	  	  	  	  	  	  KeygenCl(M)	  
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	  	  	  	  	  	  	  	  	  	  	  	  	  HMAC(K3,	  C1	  	  	  	  C2	  	  	  	  CA	  )	  

$←
$←
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←
$←
← � �

←

DE	  is	  determinis2c	  encryp2on	  
SE	  is	  randomized	  CTR	  mode	  

Storage	  overhead:	  3L	  +	  120	  bytes	  where	  L	  is	  filename	  size	  
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plus	  a	  KS	  protocol	  
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Simple	  HTTP(S)-‐based	  protocol	  
	  
KS	  performs	  one	  RSA	  exponen2a2on	  per	  request	  

DupLESS	  

User	  secret	  key	  K’	  

“C1.ctxt”	  ,	  CA	  

�σ“C1.key”	  ,	  C2	  	  	  	  	  	  	  	  	  

User	  A	  

“myFile”,	  M	  

API-‐compa2ble	  wrappers	  for	  storage	  service	  	  
plus	  a	  KS	  protocol	  
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Only	  store	  requires	  KS	  interac2on	  
	  KS	  unavailable	  -‐>	  fails	  safe	  to	  conven2onal	  encryp2on	  

Other	  API	  features	  supported/able	  
	  	  (filename	  search,	  lis2ng,	  sharing,	  paths,	  etc.)	  

Requires	  no	  changes	  to	  storage	  system	  and	  no	  	  
understanding	  of	  dedup	  mechanisms	  

	  Op2miza2ons	  possible	  (e.g.,	  single	  storage	  request)	  
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Fig. 6: Performance of DLput and DLget compared to plain Dropbox. (Left) Median DLput times (ms) when using TLS. (Middle) Median
DLput times (ms) when not using TLS. (Right) Ratio of median DLput (resp. DLput) to plain Dropbox store (resp. retrieve) time, when
not using TLS. Note that all but the last Y-axis are log-scale. Error bars are one standard deviation.
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Fig. 7: Median bandwidth overhead of DLput as a function of file
size (log-scale x-axis).

Bandwidth overhead.We measure the increase in transmission
bandwidth during upload due to DupLESS. To do so, we use
tcpdump and filter out all traffic unrelated to Dropbox and, for
DupLESS, the KS. We take from this total number of bytes
(in either direction). For even very small files, the Dropbox
API incurs a cost of about 7KB per upload. Figure 7 shows
the ratio of bandwidth used by DupLESS to that used by plain
Dropbox as file size increases. Given the small constant size of
the extra file sent by DupLESS, overhead quickly diminishes
as files get larger.

Keyserver throughput. We stress test the KS to determine its
peak throughput. Of course, this is highly dependent on the
deployment environment (i.e., the capacity of EC2 m1.large in-
stances). We will therefore compare to the throughput achieved
in this environment for Apache serving a small static web
page. We use autobench in the distributed setting, with one
admin and two other clients. We started with 20 connections
per second, and the load on the KS was gradually increased
in steps of 10 connections per second. Each connection was
used to make 10 requests. We plotted the number of requests
made by the autobench setup, and the average, minimum and
maximum number of responses received from the KS (with

TLS turned off), along with the standard deviation of the
number of responses in Figure 8 (top chart). It is clear that
the server can comfortably handle close to 4200 requests per
second. By comparison, the bottom chart shows the throughput
of the same setup, except with clients requesting a few-byte
webpage. It tops out at around 4900 requests per second,
meaning that the extra computational overheads of the KS
OPRF signing do not degrade capacity by much.

V. SECURITY ANALYSIS

In this section we analyze the security of the DupLESS
system, breaking it down by threats: malicious SS, malicious
clients, and a malicious KS.

Malicious SS.We start by considering a malicious SS provider
or (more realistically) that the provider’s systems have be-
come compromised by an attacker. Inline with our goals
of simplicity and efficiency, the DupLESS system does not
attempt to hide some information about files: the number of
files, file lengths, filename lengths, directory structure, access
patterns (how often a file is accessed), and which files have
the same content. This may allow attacks that abuse such
information [46]. Should such attacks be of concern, one can
attempt obfuscations: include dummy files, deterministically
pad filenames and files to fixed lengths before encrypting (this
does not effect the ability to do per-file deduplication), and
occasionally make spurious requests.
A passive SS, meaning one that only looks at the stored

files, can learn nothing about their contents beyond plaintext
equality. In particular, offline brute-force attacks run in time
proportional to the quality of a user’s key and not the un-
certainty of the attacker about the message. When using a
random keyK, brute-force attacks are impossible. When using
a password, the strength of the password dictates the security
of the scheme.
An actively malicious SS cannot modify filenames due to

the use of DAE and the triple CF , C1, C2 is protected by
the tag T . This prevents, for example, replacement attacks
in which a file “〈C ′

F 〉.ctxt” has its contents C ′
2 replaced
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Component
Time in milliseconds

Min Max Median

Getting the KS Key 371 384 374 (9.1%)
Hashing 24 25 22 (0.5%)
Client-side RSA 6 6 6 (0.1%)
KS interaction 324 322 328 (8.0%)

TLS handshake 240 245 243 (5.9%)
Server-side operations 6 9 7 (0.2%)
Transmission 80 82 81 (0.2%)

Encryption 47 50 49 (1.2%)
Upload (SSput) 3452 4368 3676 (89.7%)

Sum total 3870 4802 4099

Fig. 5: Performance breakdown of DLput for a 1 MB file.

Test setting and methodology. The machine used for the client
tests had an x86-64 Intel Core i7-970 processor clocking at
3201 MHz, 12 GB of memory, and a 7200-RPM hard disk
with peak read speed of 121MBps (as measured by hdparm).
It ran on a university LAN. The key server used Apache v.2.2
running on an Amazon EC2 m1.large instance. The instance’s
architecture was an Intel Xeon E5507 clocking at 2270 MHz
and 7.27 GB of memory. Both the KS and the client ran
Ubuntu 12.04 with Linux v.3.2 and Python v.2.7.

The network round-trip time from the KS to the EC2
instance was around 80 ms. We never observed more than
1 Mbps throughput to Dropbox.

Measurements involving the network are repeated 100 times
and other measurements are repeated 1,000 times. We mea-
sured running times using the timeit Python module. We repeat
operations involving files using randomly files with random
contents of size 2i KB for i ∈ {1, 2, . . . , 16}, so giving us a
range of 1 KB files to 64 MB files.

Dropbox exhibited significant performance variability in the
course of our experiments. The median time to upload a 1
KB was 0.81 seconds, while the maximum observed was 2.64
seconds, with standard deviation at 0.23 seconds. That is close
to 30% of the median. Standard deviation decreases as the file
size increases, for example it is only 4% of the median upload
time for 32 MB files.

Microbenchmarks for DLput. We start by measuring the
time of all the individual steps used by DupLESS to store an
encrypted file. We used curl to assist in these measurements.
In Figure 5 breaks down the costs. The “Getting the KS
key” row is the total time for the Icl step; this is further
broken down into “Hashing” (time to run SHA256 four
times on the message to get a 1024 bit value followed by
a reduction modulo N ); “Client-side RSA” (time to sample r

and compute H(M)re mod N , and perform the check after
the KS interaction), and “KS interaction”. The last consists
of “Server-side operations” (time to signing the blinded hash
value) and “Transmission” (the rest of the time required for
of the KS interaction). The server-side operations include as
well overhead due to Apache, running the server-side Python

routine, and the modular exponentiation. The “Encryption”
row relays total time to read the file, along with the DAE,
SE, E , and MAC operations. The final row is the time to do
the storing of the two resulting files.

As we can see, the overwhelming majority of time is spent
in the actual upload to Dropbox. However, we note that the
largest single contributer to overhead is the TLS handshake
with the KS. This is, in turn, due almost entirely to the extra
latency due to the additional round trips required for the TLS
handshake. As mentioned in Section III, TLS is not strictly
necessary for the KS protocol, and so we will report on timings
both with and without it in the following for comparison.

Storage and retrieval latency. We now turn to macrobench-
marks, in particular the total time to store and retrieve files
using DupLESS and with plain Dropbox. In the left chart of
Figure 6, we plot, for increasing file size, the ratio of the
median time to store a file with DupLESS and the median
time to store the same file directly with Dropbox. Here we
use TLS. The chart next to it is the same, but without TLS.
(We omit error bars for the plain lines for clarity.) The far
right chart is the ratio of the median times for storing, without
TLS, as well as retrieval. The high variance in Dropbox
performance accounts for the fact that the ratios are non-
monotonically decreasing. As one would expect, storing a
1 KB file using DupLESS with TLS requires 1.63 times that of
plain Dropbox. With TLS turned off, this drops to 1.5 times.
The remaining 50% overhead2 is almost entirely due to the
second SSput request required for the “.key” file.This can be
seen easily in the third chart, as storage overhead approaches
that of retrieval (which does not involve the KS). As file size
increases, overhead in both cases quickly drops off, settling in
at around 1.15.

The dominating cost for operations is Dropbox. In fact,
in most of our experiments, the variability of Dropbox was
larger than the overhead of DupLESS. (This can be seen
in the graphs by noting that the error bars, which indicate
one standard deviation, often include the plain Dropbox data
points.) For most applications of simple storage, the latency
overhead added by DupLESS will go unnoticed.

Storage overhead. DupLESS incurs storage overhead, due to
the encrypted file name, the MLE key, and the MAC. The
sizes of these components are independent of the length of
the file; Let n denote the length of the filename in bytes.
Then, encrypting the filename with SIV and encoding the result
with base64 encoding consumes 2n+32 bytes. Repeating the
process for the content and key files, and adding extensions
brings the file name overhead to 4n+72−n = 3n+72 bytes.
The contents of the key file include the MLE key, which is
16 bytes long in our case, and the 32 byte HMAC output, and
hence 48 bytes together. Thus, the total overhead for a file
with a n-byte filename is 3n+ 120 bytes.

2One might expect this to be 100% overhead, but our client is multithreaded
and submits requests in parallel to Dropbox.
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Fig. 7: Median bandwidth overhead of DLput as a function of file
size (log-scale x-axis).

Bandwidth overhead.We measure the increase in transmission
bandwidth during upload due to DupLESS. To do so, we use
tcpdump and filter out all traffic unrelated to Dropbox and, for
DupLESS, the KS. We take from this total number of bytes
(in either direction). For even very small files, the Dropbox
API incurs a cost of about 7KB per upload. Figure 7 shows
the ratio of bandwidth used by DupLESS to that used by plain
Dropbox as file size increases. Given the small constant size of
the extra file sent by DupLESS, overhead quickly diminishes
as files get larger.

Keyserver throughput. We stress test the KS to determine its
peak throughput. Of course, this is highly dependent on the
deployment environment (i.e., the capacity of EC2 m1.large in-
stances). We will therefore compare to the throughput achieved
in this environment for Apache serving a small static web
page. We use autobench in the distributed setting, with one
admin and two other clients. We started with 20 connections
per second, and the load on the KS was gradually increased
in steps of 10 connections per second. Each connection was
used to make 10 requests. We plotted the number of requests
made by the autobench setup, and the average, minimum and
maximum number of responses received from the KS (with

TLS turned off), along with the standard deviation of the
number of responses in Figure 8 (top chart). It is clear that
the server can comfortably handle close to 4200 requests per
second. By comparison, the bottom chart shows the throughput
of the same setup, except with clients requesting a few-byte
webpage. It tops out at around 4900 requests per second,
meaning that the extra computational overheads of the KS
OPRF signing do not degrade capacity by much.

V. SECURITY ANALYSIS

In this section we analyze the security of the DupLESS
system, breaking it down by threats: malicious SS, malicious
clients, and a malicious KS.

Malicious SS.We start by considering a malicious SS provider
or (more realistically) that the provider’s systems have be-
come compromised by an attacker. Inline with our goals
of simplicity and efficiency, the DupLESS system does not
attempt to hide some information about files: the number of
files, file lengths, filename lengths, directory structure, access
patterns (how often a file is accessed), and which files have
the same content. This may allow attacks that abuse such
information [46]. Should such attacks be of concern, one can
attempt obfuscations: include dummy files, deterministically
pad filenames and files to fixed lengths before encrypting (this
does not effect the ability to do per-file deduplication), and
occasionally make spurious requests.
A passive SS, meaning one that only looks at the stored

files, can learn nothing about their contents beyond plaintext
equality. In particular, offline brute-force attacks run in time
proportional to the quality of a user’s key and not the un-
certainty of the attacker about the message. When using a
random keyK, brute-force attacks are impossible. When using
a password, the strength of the password dictates the security
of the scheme.
An actively malicious SS cannot modify filenames due to

the use of DAE and the triple CF , C1, C2 is protected by
the tag T . This prevents, for example, replacement attacks
in which a file “〈C ′

F 〉.ctxt” has its contents C ′
2 replaced
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Fig. 8: (Top): Throughput of KS server (TLS turned off). (Bottom)
Throughput of same server for static webpage requests. SD is
standard deviation.

with a different ciphertext C2. Note that the tag does not
prevent replay of ciphertexts previously stored under the same
filename. Also, files can be selectively deleted. Preventing
replays or selective deletions can be done with counters and
Merkle trees [57], but such mechanisms would require a
stateful client.

The actively malicious SS may try to arrange for access to
query the KS in order to mount an online brute-force attack. If
this is possible (should the KS be public or a legitimate client
be compromised), then the attacker can enumerate a dictionary
of possible files, hash each of them, query KSReq for each
of them (there is no need to blind them), hash the signed hash
value, and then check if this key matches the given ciphertext.
The biggest bottleneck here is the rate limit imposed by the
KS. Say the KS allows only r queries per second. Then, the
speed of a brute-force attack is also at most r attempts per
second, and likely slower. Unlike offline attacks, which can
be parallelized to any degree, an online attack is forced into
the level of parallelism allowed by the KS. Moreover, the KS
can potentially detect ongoing attacks.

Finally, if the actively malicious SS can compromise, or
collude with, the KS, then this enables offline brute-force
attacks. We note that these will be slower than brute-force
against previous MLE schemes such as CE, due to the extra

computational cost of the exponentiation used in the OPRF
protocol.

Malicious KS. Consider now a malicious KS or a KS that
has become compromised. The security of the SA-MLE key
generation protocol ensures that a misbehaving KS is caught,
and so the best the attacker can do is slightly slow down
requests (by forcing the client to wait for network time outs)
and prevent the ability to deduplicate. Our SA-MLE scheme is
such that the KS learns nothing about the messages for which
keys are being derived (not even if it is the same one twice).
As mentioned above, if the KS can collude with the SS then
they can mount offline-brute force attacks.

Malicious clients. A malicious client has access to the KS
as well as the SS. Unlike the client that comes with Dropbox,
DupLESS does not perform client-side deduplication, meaning
that we always upload a file even if it will be deduplicated
by the server. This means our client avoids the side-channel
attacks discovered by Harnik et al. [44] against services that
perform cross-user client-side deduplication. Should one re-
quire client-side deduplication (e.g., to save bandwidth costs),
one can use a SS client underneath DupLESS that implements
proofs-of-ownership [43] over the MLE ciphertexts.

Assuming the SS implements tag generation T using a
collision-resistant function, malicious clients cannot mount
duplicate faking attacks [12,68]. In such an attack, which work
against some deployed variants of CE [12, 73], a malicious
client knows another user’s to-be-stored file contents M . The
attacker prepares a malformed MLE ciphertext C in a way
that T (C) = T (C �), where C � is generated honestly by
encrypting file contents M , yet D(C) �= M . Thus the attacker
prevents the user from recovering their file contents or, even
more dangerously, replacing the file contents with those of
the attacker’s choosing. Assuming that T is collision-resistant
(otherwise, the SS provider is already vulnerable!), then this
means that C = C �. But with our SA-MLE scheme, C = C �

implies that D(K,C) = D(K,C �) where K is the key
generated by the honest user and so the user’s file will always
be returned.

Malicious clients, or other parties, can mount denial-of-
service (DoS) attacks against the KS. Because DupLESS will
continue on with a random key should the KS be unavailable,
such DoS attacks will only serve to reduce the deduplicatabil-
ity of files stored during the attack. In particular, a client will
still be able to store and retrieve files.
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Fig. 8: (Top): Throughput of KS server (TLS turned off). (Bottom)
Throughput of same server for static webpage requests. SD is
standard deviation.

with a different ciphertext C2. Note that the tag does not
prevent replay of ciphertexts previously stored under the same
filename. Also, files can be selectively deleted. Preventing
replays or selective deletions can be done with counters and
Merkle trees [57], but such mechanisms would require a
stateful client.

The actively malicious SS may try to arrange for access to
query the KS in order to mount an online brute-force attack. If
this is possible (should the KS be public or a legitimate client
be compromised), then the attacker can enumerate a dictionary
of possible files, hash each of them, query KSReq for each
of them (there is no need to blind them), hash the signed hash
value, and then check if this key matches the given ciphertext.
The biggest bottleneck here is the rate limit imposed by the
KS. Say the KS allows only r queries per second. Then, the
speed of a brute-force attack is also at most r attempts per
second, and likely slower. Unlike offline attacks, which can
be parallelized to any degree, an online attack is forced into
the level of parallelism allowed by the KS. Moreover, the KS
can potentially detect ongoing attacks.

Finally, if the actively malicious SS can compromise, or
collude with, the KS, then this enables offline brute-force
attacks. We note that these will be slower than brute-force
against previous MLE schemes such as CE, due to the extra

computational cost of the exponentiation used in the OPRF
protocol.

Malicious KS. Consider now a malicious KS or a KS that
has become compromised. The security of the SA-MLE key
generation protocol ensures that a misbehaving KS is caught,
and so the best the attacker can do is slightly slow down
requests (by forcing the client to wait for network time outs)
and prevent the ability to deduplicate. Our SA-MLE scheme is
such that the KS learns nothing about the messages for which
keys are being derived (not even if it is the same one twice).
As mentioned above, if the KS can collude with the SS then
they can mount offline-brute force attacks.

Malicious clients. A malicious client has access to the KS
as well as the SS. Unlike the client that comes with Dropbox,
DupLESS does not perform client-side deduplication, meaning
that we always upload a file even if it will be deduplicated
by the server. This means our client avoids the side-channel
attacks discovered by Harnik et al. [44] against services that
perform cross-user client-side deduplication. Should one re-
quire client-side deduplication (e.g., to save bandwidth costs),
one can use a SS client underneath DupLESS that implements
proofs-of-ownership [43] over the MLE ciphertexts.

Assuming the SS implements tag generation T using a
collision-resistant function, malicious clients cannot mount
duplicate faking attacks [12,68]. In such an attack, which work
against some deployed variants of CE [12, 73], a malicious
client knows another user’s to-be-stored file contents M . The
attacker prepares a malformed MLE ciphertext C in a way
that T (C) = T (C �), where C � is generated honestly by
encrypting file contents M , yet D(C) �= M . Thus the attacker
prevents the user from recovering their file contents or, even
more dangerously, replacing the file contents with those of
the attacker’s choosing. Assuming that T is collision-resistant
(otherwise, the SS provider is already vulnerable!), then this
means that C = C �. But with our SA-MLE scheme, C = C �

implies that D(K,C) = D(K,C �) where K is the key
generated by the honest user and so the user’s file will always
be returned.

Malicious clients, or other parties, can mount denial-of-
service (DoS) attacks against the KS. Because DupLESS will
continue on with a random key should the KS be unavailable,
such DoS attacks will only serve to reduce the deduplicatabil-
ity of files stored during the attack. In particular, a client will
still be able to store and retrieve files.
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